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GPU is not COMPUTER in COMPUTER
GPU performs specibc tasks at higher speed than CPU
GPU act as co-processor.

Typical usage:

Main
code

* blind usage - via specialized library (CUBLAS, CUFFT,...)
Most of the peculiarities are hidden in the interface to the library. Limited additional knowled

IS necessary.
E.g. basic usage in Mathematica, Matlab etc.

«—>
«—>
«—>

GPU subroutine

GPU subroutine

* extensive usage - Monte Carlo methods, data processing etc.
Relatively simple algorithm has to be applied in the same way for wide variety of input data.
Unmodibed algorithm can be compiled for GPU and run in parallel on all available cores.
Limitations: limited size of the code, limited memory/reqisters, no I/O operations, no 3rd part

libraries, ...

* intensive usage - sophisticated algorithms

GPU subroutine

specially tailored kernels, block matrix operations, sorting algorithms, image processing, dat:

bltering, numerical integration, bnite elements, ...
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Power method for Wolfram

maximal eigenvalue of a matrix. Mathematzcch»
).y
f 12 0 aaa
I 2 s 7
A= - U U cd cg A = DiagonalMatrix[1.0 Range[1, n]*2];
¢ Lo v = ConstantArray[1.0, n]; [prepare data on C@J
2
N b

- a Execute algorithm
forn=1,...do [ :
4 R
w = Avy, Do[v = A.v;
I = Sqrt|v.v];
1 = Vwlw S
L . W {100}]; Intel Core2, 2x2.13GHz
Vatl = N 14, [s]
! n+1 ]
. J 112,
110.
‘8.
. '6.
Correct result is .
2.
| |

2 % |
- Max — N L e——e——" | -0.
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Power method for

maximal eigenvalue of a matrix.

12 0 &4aa )
0 22 0 4aa
A= ; fg
f .
2
N vow
~
forn=1,...do
w = Av,
nt1 = Vwlw
W
Vn+1l — '
n+1 )
Correct result is
2
' max =N

Wolfram
Mathematica' 8

( Needs['CUDALInk™]

A = DiagonalMatrix[1.0 Rangel[1, n]
V= ConstantArray[l.O, nl;

Ad = CUDAMemoryLoad[A];
vd = CUDAMemoryLoad|v];

r T
X Initialization )
3; Cprepare data on CP)J
f Allocate h
GPU memory,
] . transfer data

[ Execute algorithnﬂ

" Do[

vd = CUDADOot[Ad, vd]:

A\ = SqrtfCUDADot[vd, vd]];
MultBy[vd, &/ n],

_ {100}

( Collect data )

Intel Core2, 2x2.13GHz

( CUDAMemoryGet[vd]

nVIDIA, ’

800 1000 1200 1400 dim ©
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Power method for

maximal eigenvalue of a mat

"""""" il

#include "mkl/mkl_cblas.h"
iX_roat* h A*h B,*h _C;

-

_A

h
h
h

B
C

(float*)malloc(n2 * sizeof(h_A[Q]));
(float*)malloc(N * sizeof(h_BJ[0]));
(float*)malloc(N * sizeof(h_CJ[O0]));

for (1= 0; 1< n2;i++) h_AJi] = 0.0f;

&

for (i=0;i<N;i++){ h_BJ[i]=1.0f;h_CJi] =

1.0f:
h_A[I*N+i]=(i+1)*(i+1); }

,
_prepare data on CP)J

:

f Allocate h
GPU memory,
transfer data |

-

beta=0.0f; lambda=1.0f;

for(i=0;i<100;i++){
alpha=(1.0f)/lambda,;

( Execute algorithnﬂ

Collect data )

4 12 0 &4aa
0 22 0 4aa
A= ; g
f .
2
N vowr )
- R
forn=1,...do
w = Av,
nt1 = Vwlw
W
Vn+1l — '
" wael
Correct result is
2
' max =N

U

}

cblas_sgemv(CblasColMajor,CblasNoTrans, N, N5
alpha, h_A, N, h_B, 1, beta, h_C, 1)
lambda=cblas_snrm2 (N, h_C, 1);
tmp=h_B;h_B=h_C;h_C=tmp;

\

(

/[Free memory

}
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Example | - blind usat © 2

L = H NVIDIA
Power method for " #include "cublas.h" -
. . . CUDA
maximal elgenvalue ofa mat”)ﬂ'oat *h_A,*h_B,*h_C; /Il vectors in main me¢mory CUBLAS L-b
float *d_A,*d _B,*d_C; // vectors in GPU memory ! rary
\_Status = cublaslnit(); )
fh_A = (float*)malloc(n2 * sizeof(h_A[0])); N e — :
@ 12 0 aaa ) h_B = (float*)malloc(N * sizeof(h_B[0])); g Initialization )
0 22 0 4a J h_C = (float*)malloc(N * sizeof(h_CJ[0])); p
A= ; ST (é for (i = 0; i < n2; i++) h_A[i] = 0.0f, prepare data on CP)J
‘ O. B for (i = 0; i < N; i++) h_B[i] = h_C[i] = 1.0f; |
- for (i = 0; i < N; i++) h_A[*N+i]=(i+1)*(i+1);
\ J ( ) h_A[FN+]=(i+1)*( ), 4 Allocate )
(status = cublasAlloc(n2, sizeof(d_A[0]), (void*)&d_A), GPU memory,
status = cublasAlloc(N, sizeof(d_BJ[0]), (void**)&d_B); transfer data
status = cublasAlloc(N, sizeof(d_C[0]), (void**)&d_C); J

status = cublasSetVector(n2, sizeof(h_A[0]), h_A, 1, d_A, ]#
N | status = cublasSetvector(N, sizeof(h_B[0]), h_B, 1, d_|B, 1j=X€cute algorithm

for n = 1’ do _status = cublasSetVector(N, sizeof(h_C[0]), h C, 1, d _C,
w = Av <
ik " beta=0.0;lambda=1.0; Collect data )
l i1 = V wi'w for(i=0;i<100;i++){
W alpha=(1.0f)/lambda;
Vil = cublasSgemv('n', N, N, alpha,d A, N,d B, 1, beta, d C, 1);
a1 ) lambda=cublasSnrm2 (N , d_C, 1);
tmp=d_B;d B=d C;d_C=tmp;
\} J
Correct result is (status = cublasGetVector(N, sizeof(h_C[0]), d_C, 1, h_):, 1);

! max = n2 /[free memory



E .- # of iterations: 400, single precision
Examplel'Tlmmg CPU BLAS implementation: intelOs MKL
GPU BLAS implementation: nvidiaOs cudaBLAS

35 time [S] CPU
notebook:
2 core :
Core2, 2.13GHz
(1600!)
Nvidia 320M

desktop:

8 threads

17 950, 3.07GHz
(14001)

Nvidia GT430
(~70"

server:

16 threads

2X Xeon 5560, 2.8GHz
(40001

Nvidia Quadro 4000
(8001)

time [s] e
* -~/ cPu

-~ N W N 3|
L S e B

R R et "‘ g ‘! ‘!‘!‘ j . ‘.‘.‘ .\ \ \ \ \ ! \ \ \ \ ! \ \ \ \ !
1000 2000 3000 4000 5000 6000 7000

matrix dimension




Standard CPU code|

void multby(Real t * data, Real t x, int length) {
int index;

l—>Cfor(index:0;index < length; index++) )
!

Sequential executiob p

data[index] *=x ;

Parallel CPU code

void multby(Real t * data, Real t x, int length) {
int index;

l—P (#pragma openmp parallel for )

Parallel execution On_CanSfor(index:O;index < length; index++)

using OpenMP compiler
directives

| datafindex] *=x ;

F

CUDA kernel

__global  void multby(Real t * data, Real t x, int length) {

-9 (int index = threadldx.x + blockldx.x * blockDim.x; )
if (index < length)

| data[index] *=x ; A A thread is identiPed by its

3

How it works?

O(block,thread) coordinates

All threads are executed Osimultaneousl)‘rC"

l.e. order of execution Is not assured

Threads are executed in Owraf8threads

data range has to be checked in the ker}w_el.

Thread ID

T

int i = blockIdx.x*blockDim.x + threadldx.x;
if(i<N) { B[i] = A[i]*2; }

RERERER ;
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-Very long records (several hours @ZOOHZI)
- Non-stationary

- Limited accuracy of the measurements
- High accuracy necessary

- Frequency is dependent on actual amplitu

analysis of experimental data

de

-» (has to be btted by function

Fast and extensive solution:
Data are assumed to be a harmonic function.
To identify the instantaneous system
parameters, each period of the measured data

0 + asin(wt + @)
Each wave of the measured dﬁy'a = f (7‘j ) , Where = JAT | isto be btted withsin(w;t + ¢;) + J;
oo I T T
o M VVUUVVW L

10
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Example 2 - Extensive usage | analysis of experimental data

Select individual wave$;  are the time instants, where the data line crosses zero level upwards
0.06 -
0.04 -

‘4““““"“‘A"AA““““““AAA}A““
AR A AR A AR AR AARAAAR

10.06

Initial approximation for each wave (inter\(ali7 Ui+ > )

P =0, " = max  [f(#H)} $' = (2W/At; & = f(t)

"j!" tz,t z_i_l#

We minimize

Y (5 — (eusin(i(ry — ) + i) + 6)°

_ Gl b i
using Newton method. J on

Implementation in C is taken from Numerical Recipes:
procedures: ludcmp, lubksb (LU decomposition etc.)
newt (Newton method)

CUDA interface function looks out like: b

Scientific Computing Third Edition

int index = threadIdx.x + blockIdx.x*blockDim.x;
if (index<nans)
newt (& (ANS[index*n]),n,tolx,tolf,&(data[nuly[index]]),&(t[0]), (nuly[index+1l]-nuly[index]));

g p | N\ ™,

Result Dimension, tolerance  pointer to the data time (independent v.) # of samples 11
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Example 2 - Extensive usage analysis of experimental data

Equwalent code iMathematicand Timing

# samples: 983800, # periods 2949

Initp = Partition[Init, 4];
pp = 1; DistributeDefinitions[pp, zz, zz2i, Initp];
AbsoluteTiming|
ffits = ParallelTable[
PartOfData = #-{zz[[zz2i[[st]]]],0}&/ @ zz[[zz2i[[st]];;zz2i[[st+pp]]]];

fi¥FindFit[PartOfData, b+a Sin| w T- ¢,
f Transpose[{{a, w, &, b}, Initp[[st]]}],

o )

{a, w, ¢P,b}/ 1t
) {St,l,(nans - pp)}]’]

Timing: 8.750857s

CUDA code Signibcant speedup

AbsoluteTiming[ ans = cddaNewt3[Init, ,jwavgs, |, ,ndataf;j T;
Cl'iming: 0.424427s

newt — red, FindFit — green, init — Magenta

0.15F
0.10

0.05 -

0.00
~0.05 -
~0.10 -

~0.15

0.0 0.5 1.0

L5

12
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Laplace equation

04 d @2
8$2 2
A Pnite difference equation can be constructed by superimposing a regular grid, with equal sp

the in x and y direction, over the region of interest. Laplace's equation can then be approximat

at each grid point. The resulting equations are solved by iteration, with the previous approxima
being the input to the next iteration.

Laplace's equation takes the form of:

=0

4 N\ [ )
0  h2 020  hd 9Pd ) | | ol h2o? K3 o .
= ! = ! h
1L p%121 p313i acb h29?®d h393d
| | = | | l 4 —h)=9o —h — +0 h4
— 2 2
[ (x4 h,y) +P(z! h,y) =20(z,y) —|————|—Oh4) ['(Xy+h)+l(xy| h)—2'(xy)+?v O(h4))

Four point numerical scheme:

N

+

[ ' (xvy):i

M (z+hy)+! (x—h,y)+! (z,y — h) +! (x,y—h))+0(h4)J

Numerical scheme in C:

for(int i=1;i<N-1;i++)
for(int j=1;]<N-1;j++)

{

B[i,j] = 0.25*( A[i+1,j] + A[i-1,j] + A[i,j+1] + A[i,J-1]);

J .




§Example 3 - Intensive usaitge- Laplace

equation

{

if(i>0 && i<N-1 && j>0 && j<N-1)

3
-

src =" global _ void Laplace d(3oat *A, Boat *B, int N)

Int | = blockldx.x * blockDim.x + threadldx.X;  Kernel source
int j = blockldx.y * blockDim.y + threadldx.y ;

B[i*N + j] = 0.25%( A[I*N+j+1] + A[I*N+j-1] + A[(i+1)*N + j] + A[(i-1)*N + |] ;

Wolfram
Mathematica 8

(" Needs["CUDALINk™"]

Compile and load

{32, 16}, "ShellOutputFunction" -> Print, TargetPrecision->0SingleQ];

AN

LaplacCuda = CUDAFunctionLoad[src, "Laplace d",{{ Real, ,"InputOutput"}, { Real, ,"InputOutput"}, Integer},

J

\

A = ConstantArray[0.0, {m, m}];
AJ[AIL, 1]] += 1;
iter=100;

Initial and boundary value

S\

X = CUDAMemoryLoad[A];
Y = CUDAMemoryLoad[A];

Load to GPU

J /.

N\ ¢ \(

Do
LaplacCuda[X,Y, m];
LaplacCudaly, X, m],
{iter/2}];

Iterate

-

Z = CUDAMemoryGet[X];
CUDAMemoryUnload[X,Y];

Retrieve results

14



#include <math.h>
#include "mathlink.h"
int main( int argc, char* argv[]) { return MLMain(argc,argv); }

#debne A(r,s) Am[(r)+(s)*N]
#debne B(r,s) Bm[(r)+(s)*N]

(" * % mcc -O -0 laplace laplace.tm */ MathLink
:Begin:
‘Function:  laplace temp’ate ﬁ’e
:Pattern: MLLaplacelter[A_?MatrixQ,iter_?IntegerQ]
‘Arguments: {A,iter}
:ArgumentTypes: {Manual}
‘ReturnType: Manual
‘End:

\ Wolfram = + MathLink
Mathematica &

mllap = Install['~/laplace_iter_omp"];
AO = B = Table[0, {n}, {n}];
AO[[1;;n, 1]] = 1;
A = AQ;
A = MLLaplacelter[A, iter];
Uninstall[mllap];

('void Laplace h(double *Am, double *Bm, long N, long M)
{
#pragma omp parallel f

for(int i=1;i<N-1;i++)
for(int j=1;j]<M-1;j++)
B(i,)) = 0.25*%( A(i+1,)) + A(i-1,)) + A(i,j+1) + A(i,J-1) );

J

~
Laplace kernel

QE\ Directive for OpenMP (parallel run on CPU)

void laplace(void) {
long *dimensions; char **heads; long depth; double *A,*B;int i, j,iter;

MLGetInteger(stdlink,&iter);

( MLGetDoubleArray(stdlink, &A, &dimensions, &heads, &deptiGet args

for(int i=0;i<dimensions[0]*dimensions[1]; i++) B[i]=A[i];

B = (double*) malloc(sizeof(double)*dimensions[O]*dimensions[lr);

Tor(Nt=0. 1<iter T+ =2 Iterate h
Laplace_h(A,B,dimensions[0],dimensions[1]);
Laplace_h(B,A,dimensions[0],dimensions[1]);
} . J
MLPutDoubleArray(stdlink, B, dimensions, heads, 2); Return result and clean up R
free(B);
MLDisownDoubleArray(stdlink, A, dimensions, heads, depth); )

!

J

\§

15



Time [s] |

Nvidia 320M

NVIDIA.

CUDAInformation[]
"Clock Rate"
"Compute Capabilities" -> 1
"Multiprocessor Count" -> 6
"Core Count”
"Total Memory"

-> 950000

-> 48
-> 265027584

.2

10- 100 iterations

Time [s]

1000

2000
Dimension

1500

40, 400 iterations
30

20 -

10+

1000

1500

2000
Dimension

| Mathlink, scalar (1CPU)

| Mathlink, parallel (2CPU)

1 CUDA kernel

-~ Mathlink, scalar (1CPU)

| Mathlink, parallel (2CPU)

" CUDA kernel

16



Nonlinear Free Surface Water Flow dynamics High-order finite-element Statistical constraints on NeuroSolutions CUDA Add-on
measurements using digital seismic wave propagation... binary black hole inspi...
holograph... 1000 x 20

@2 http:/ /www.top500.0rg/

- 500

SUPERCOMPUTER SITES

Massive Bayesian Mixture Lattice-Boltzmann Simulation Numerical simulation of flow
Modelling of the Shallow-Water ... around an oscillating...

13x
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TOP 500 #1: Tianhe-1A
14336 X5670(6 core Xeon) CPUs TOP 10 Systems - 11/2010
] . ) | 7,168 Nvidia Tesla M2050 GPUs.J
High Performance Finite Performance and Scalability 186368 cores 2293760GB mem \ T’i;_‘;‘f“_t‘,l;--pl [“ﬂ“; e ”"DTTH .
Difference PDE Solvers on ... of GPU-Based Convoluti... (2566 TBOpS,j to buil @88 million {JFEI ”f?_t:rllll h;‘%"ljlr”]‘tl'jb )
38 x 26 X \ )

Jaguar - Cray XT5-HE
Opteron 6-core 2.6 GHz

Nebulae - Dawning TC3600
Blade, Intel X5650, NVidia
Tesla C2050 GPU

TSUBAME 2.0 - HP

ProLiant SL390s G7 Xeon )
6C X5670, Nvidia GPU, ,
Linux/Windows
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TOP 500 #2: Cray XT5-HE: |

Signibcant Speedup fol +40000 Opteron (6 core) 2.6 GHz
- (224162 cores,  1759TRops
certain types of tasks { y
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Hardware
Graphics Card Product |cores Memory Clock | Rops (single) Price
TESLA C2070 448 | 6.0GB ECC, 384-bit, 144GH 1.15GhZ 1030 GRops| 3400 !
Quadro 6000 (Fermi) 448 | 6.0GB ECC, 384-hit, 144GB|0.9SGH2 1030 GRops| 3200!
Quadro 5000 (Fermi) 352 |2.5GB ECC, 320-bit, 120G 1 800!
Quadro 4000 (Fermi) 256 2.0GB, 256-bit, 89.6GB/s |0.95GHZ 486 GlRops 800!
Quadro 2000 (Fermi) 192 1.0GB, 128-bit, 41.6GB/s 500!
GeForce GT 430 96 1.0GB, 128-bit, 25.6GB/s | 1.4GHz 70!
Software
C/C++/FTN etc NVIDIA CUDA development toolkit free
Mathematica(tm) CUDALInk iIncluded
MATLAB(tm) Parallel computation toolbox P55
Skills

Parallel programming techniques, shared/distributed memory, etc.

C/C++ or other languages

18



Graphics Card Processors (GPU)

massive parallel processors (R,
equipped with fast memory < (<
several dozens to several hundreds computational cores per GPU

dedicated GPUs for Onumber crunchingO (no video output)

NVIDIA Tesla M2050 .. 1.03 Tflops (single precision)

Works on most modern GPUSs

Programming standards:
Open Open CL CUDA = Compute
UniIDed

D evice

Architecture

open industry | AT INTEL NVIDIAJ o aelaple

standard

Computing

Language

19



e |t Is always difPcult to reasonably balance the time, which is necessary for certain
task, between long computation and tedious programming.

e The great progress of the computer technology (driven mainly by the entertainment
Industry) enables the engineering community to solve fairly complex problems.

e Current GPUs are cheap devices with power of supercomputer. Using several GPUs
one can build a terral3ops supercomputer.

e This demands the engineers to adopt higher level of knowledge of programming
techniques.

e High level programming packages like Matlab and Mathematica make this easier.

e NVIDIA CUDA programming toolkit offers APl (Application programming
Interface), which hides the architectonical peculiarities of individual (NVIDIA) GPUSs.

e OpenCL standard tries to cover wide variety of processor/GPU computation, not
limited only to one vendor.

e Parallel numerical algorithms have been studied for several decades, many robust
algorithms are available.

e |t appears, that current trend in the computer technology is to bind CPU and GPU
closely together to remove bottleneck in GPU/CPU communication (Intel OSandy
BridgeO, AMD OFusionO). This trend offers new possibilities for high performance
parallel computing.

20



